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1. Introduction
Before we can talk about how mobility in networks should work, we first have to
consider how naming and addressing is supposed to work. This is a topic that is not
covered in any networking textbooks or any other networking books for that matter.
Textbooks today explain how to use addressing in the Internet, but do not explain why it
is as it is. To understand the why of naming and addressing, lets first look at early
networks and operating systems to get the fundamentals, then consider what this means in
networks and why.
Much of this discussion can be found in greater detail in Chapter 5 of Patterns in Network
Architecture [2008] or the presentations at www.pouzinsociety.org. This note follows
rather closely the presentation “Things They Never Taught You About Naming and
Addressing.” There are also be a set of slides with this note that when run in Slide Show
mode illustrates how naming the node solves the multihoming problem more cleanly than
any other approach and has other significant benefits.
2. Addressing in Early Networks
The early networks were, of course, the telephone networks. Telephones were relatively
simple electrical devices connected to a circuit switched network. The addressing plan
was hierarchical with regions or cities, exchanges, and then the lines to the phones. The
last four digits of the phone number (in the US) was the name of the wire that came to the
phone.1 This was more than adequate.
When early data comm terminal networks were developed in the 1960s, a similar
approach was used. Most of these networks were small enough that a hierarchical
addressing plan was unnecessary, the terminals were simply assigned the port numbers of
the communications front end to a mainframe, often in the order of installation. This
worked fine.
When the ARPANET, the first packet switched computer network, was developed in the
late 1960s a similar approach was used. This was to be a small experimental network and
there were many much more difficult problems to solve than worrying about the
1

Well, standardizing on a 10 digits in the US was a late development. The earliest phone numbers I
remember were two digits.
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subtleties of naming and addressing, like how to move data. (!) First, they had to know if
it would even work!
For the ARPANET, the switches were Honeywell 516 mini-computers, called IMPs,2 that
could interface up to four 56Kbps lines to other IMPs and ports for up to four hosts at
100Kbps.3 IMPs were numbered in the order of installation. The maximum number of
IMPs was 64. The initial host addresses were 8 bits: a 6 bit IMP number and a 2 bit port
number, i.e. wire running to the host, just like the data comm networks.
A major issue confronting the early ARPANET developers, both for BBN and the sites
with the hosts, was interfacing a network to the operating system. BBN had to have an
operating system that could handle data from those 8 ports. Not an easy task in 1968!
Most, if not all, of the operating systems for the host computers had not been designed to
communicate with processes in another computer. A few were modern enough to support
process-to-process communication within the same computer. Applications on
computers did I/O to peripherals, not to other processes. Those peripherals, while
electronic, did not have processors. The operating system I/O directly controlled the
electronics of disks, printers, terminals, etc. and was very specialized4 to the equipment
offered by that computer vendor. Most had no capability for process-to-process
communication. Very quickly, it was realized that networking was all about Inter-Process
Communication. The earliest expression of this viewpoint we have found5 was by Bob
Metcalf in a paper on the issues in developing an ARPANET NCP.6 Bob remarks in
passing, “Networking is interprocess communication.” It is understandable that most of
these developers saw the network from the perspective of operating systems and
distributed processing.
And the operating system was their guide in making the ARPANET useful. The early
applications concentrated on making classic operating system functions available on the
network: terminal support (TELNET), File Transfer (FTP), and Remote Job Entry
(RJE).7 There was conjecture that eventually there would need to be the analog to
application names and the means to find them as there was in an operating system.8
3. Addressing in Operating Systems
Since OSs were such an influence at this stage, lets take a step back and look at
addressing in computers at this time. (I know that all of you know this but bear with me.
2

Interface Message Processors, but that phrase was seldom heard. The IMPs were built by Bolt, Beranek,
and Newman (BBN), now a division of Raytheon.
3
This was very high speed at the time. Most terminals directly connected to a computer might by 9.6Kbps.
4
This was further complicated by the fact that as early as 1970, there were 12 (very) different machine
architectures either on or slated to be on the ARPANET in the near future.
5
Whether or not this was the earliest is hard to know. From the context, it is clear that Metcalf did not
think this was a major point he was making. The idea was generally in the air both in the ARPANET
community and in CYCLADES.
6
Network Control Program, the implementation of the Host-Host Protocol.
7
Email was two commands in FTP.
8
In fact at the time, Xerox PARC developed an early directory capability called Grapevine.
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The people working on this were looking for models and this was one of the few around.)
Addressing in computers was for the most part memory management. Very early,
computers found a two level addressing architecture of physical memory addresses and
virtual (logical) memory addresses to have a major advantages. The addition of virtual
memory addresses allowed two capabilities:
1) programs that were larger than the computer’s physical memory (paging); and
2) re-locatable code that could be loaded into any place in memory and moved
during execution without affecting the program or requiring it to be “recompiled.”9
By the mid- to late-60s this was all pretty well understood. With the advent of true
operating systems and the ability to store programs on secondary storage rather than
reloading them for each execution, a third level of naming was added: the application
name, which was the name of the program independent of where it might be loaded into
memory or what virtual addresses it might use. Several operating systems were early
examples of this, most notably the Burroughs MCP (Master Control Program) and
Project MAC, Multics, initially a joint project of MIT, IBM, and GE, later replaced by
Honeywell.10
Unlike today, in the 60s and 70s computer science was still a science and there was a real
attempt to extract principles from what was being learned. Multics brought together the
many of the ideas and lessons learned over the past decade. In particular, Jerry Saltzer
was able to write a fairly complete course chapter on naming and addressing in operating
systems. The chapter lays out the complete theory and explanation of why operating
system naming and addressing has to be what it is. Of primary interest to us is that he
defines “resolve” as in “to resolve a name” as “to locate an object in a specific context
given its name.” In other words, in computing all names are used to find an object.
By the end of the 1960s, it was well recognized that an operating system required three
levels of addressing (see figure 1):
1) the physical address of where code or data are located in memory,
2) the virtual or logical address that allows code or data to be moved in the physical
address space without affecting execution.
3) The application name, which is independent of both physical and virtual
addresses and located the program among other programs and was mapped to a
virtual address space at execution time.

9

Really re-linked and re-loaded, but all of you knew that.
Multics is relatively well-known, but the Burroughs hardware and MCP (its OS) are less so. This 1961
system was a zero-address stack machine with a tagged, descriptor-based memory. The hardware supported
virtual memory and call-by-name. The lowest level language on the machine was Algol and the MCP was
written in an extension of Algol. The system was easily a decade ahead of anything else.
10
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Application Name
Space

Logical Name
Space
Physical Name
Space
Figure 1. By 1970, it was well-accepted that most operating systems required an
Application Name Space, a Logical or Virtual Name Space (virtual addresses), and a
Physical Name Space (physical addresses).
None of this was obvious at the beginning. There was a lot of trial and error with
different computing systems.11 The experience gained in figuring this out in computing
had taught us that naming and addressing was a subtle and nuanced topic. What might
seem like minor points could have major effects. Get them right and the system was a
joy; things just worked. Get them wrong, and life was hell; the system fought you on
everything, what seemed to be simple tasks became cumbersome and complex.
4. The Discovery that Computer Networks Are Different
It might have appeared that all the pieces were there for network naming and addressing.
But networks are more general than single-site computers, and it didn't take long to find
out. For this author, it was the winter of 1972. We (at the University of Illinois were
node 12 on the ARPANET) had developed an operating system to provide terminal
access to the ARPANET and had several groups using the Net to do their computation.
The leader of our group came in one morning and told me, that Tinker Air Force Base
was joining the ‘Net and wanted two connections to the network for redundancy. I started
to say, “O, good . . .”, caught myself in mid-sentence and instead said, “O, cr*p, that’s
not going to work!” A half second later, I said, “O, I know the answer to this problem.
We need to name the node, not the interface!” We need the same separation between
physical and logical that we had seen in operating systems. I am sure he had already
figured this out. It was pretty obvious or, least we assumed everyone else saw the
problem and the solution.
This is the multihoming problem
and its solution.

11

In 1970, there were at 12-15 different operating systems (usually with very different hardware) slated for
the ARPANET and that didn’t represent the entire variety at the time.
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Why wouldn’t it work? The Tinker host would have two connections to the network, if
one went down, it could certainly send on the other one. Correct. So what is the
problem?
It couldn’t receive on both. Traffic sent to one address wouldn’t be re-routed to the other
address. To the network, the two lines to the host had two different ARPANET addresses
(on different IMPs) and therefore looked like two different hosts to the network. The
network had no way of knowing those to lines went to the same place.12 (See figure 3).
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Figure 2. In the ARPANET, a Host Address was the port number of the
IMP. While the Host saw two lines to it, the Net saw it as two hosts. It had
no way of knowing, the two lines went to the same place.
The interface is not the end of the path, the node is, the point where data from multiple
applications is multiplexed on one or more interfaces. The host? Not quite. We will see
in a bit that while often the node and the host are one in the same, they aren’t always, so
it isn’t the host. The CYCLADES group at IRIA had also seen this and realized that the
network address had to name the node. (Remember from the previous note on layering
that CYCLADES really understood layers.)
If the concept of layers is followed, then this is a non-issue. The address names the protocol
machine in this layer. To name the interface is to name an object in the layer below. To
some extent as long as one carefully follows the layer model, keeping track of precisely
who has to talk to whom, one would do the right thing without even noticing there was a
wrong way. ;-)

The computer was an active member of the network in a way that the telephone or
terminal weren’t. No one would have wanted redundant connections to a telephone or
terminal, but you would a computer. And of course, routers are computer systems too. If
multihoming isn’t solved in hosts, then it isn’t solved in routers either.
Naming and addressing in networks was more general than either telephone networks or
operating systems. They now had had the insights needed to figure this out. It was clear

12

With TCP the problem is worse. Because IP names the interface and the pseudoheader, if one interface
fails it will kill all connections through that interface (IP address). If IP addresses named the node, nothing
would happen.

PSOC tutorial paper

5

that network addresses had to name the node, not the interface as had been acceptable in
data comm networks.
5. The Theory of Network Addressing
It was now possible to start to construct a theory. The group at Xerox PARC developing
early Ethernet very much saw the world they were creating as distributed computing.
They had also realized that the network address should name the node. Jon Shoch [1977]
at PARC described the situation nicely for networks:
Application names indicate what,
Network Addresses indicate where it is, and
routes, how to get there.
Jerry Saltzer at MIT [1982] expanded on Shoch’s work and Saltzer’s own OS work by
describing a slightly more general model that consisted of application names, node
addresses, and points-of-attachment addresses, i.e. interfaces. (See figure 3.) Saltzer goes
on to describe how just as in operating systems, application names are mapped to node
addresses, node addresses are mapped to point of attachment addresses, which are
mapped to a route, a sequence of point of attachments, effectively routing on the point of
attachment or interface addresses. He is following the OS model closely, but does not
really recognize the black box nature of layers.13

Applicatio
n
Name
Node
Addres
s
Point of
Attachment
Address

Figure 3. Saltzer followed the operating system model and said that
Application names mapped to node addresses which mapped to point
of attachment addresses and routes were a sequence of point of
attachment addresses.
Now a curious thing happened, which lay unnoticed until recently. Saltzer recognizes
that even though most of the time there is one line from a node to an adjacent node, it is
possible to have more than one. By the 1980s, this was starting to happen. The amount of
traffic between adjacent nodes was greater than the data rate of the lines available, so
network providers had to use multiple lines between adjacent nodes to create the
necessary capacity.

13

Chapter 5 of Patterns in Network Architecture contains a detailed analysis of this paper.
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For some reason, Saltzer fails to notice that according to his description routing on a
sequence of points of attachment addresses, and given the nature of routing algorithms,
this will blow up combinatorially. (Notice in Figure 3 there is one route. If there are now
3 lines between each of the nodes, as in Figure 4. There are now 27 routes and it isn’t
even much of a network! This will become untenable very quickly.)

Figure 4. Multiple lines between nodes causes an exponential
increase in the number of routes

The
solution is simple: Do what the layers tell you. Application names map to node addresses
(this is what is normally called the directory function, what Shoch might refer to as
mapping “what” to “where”). Then the route is a sequence of node addresses. (From the
layering perspective what else could it be.) Each node executes the routing algorithm to
yield a table of “next hops” for each destination. (See Figure 5).

Applicatio
n
Name
Node
Addres
s
Point of
Attachment
Address

Figure 5. Application Names are mapped to destination node address (blue). The
route is calculated as a sequence of node addresses (green) to get the next hop. Then
the node address to point of attachment address (orange) for all nearest neighbors is
used to select the path to the next hop. This requires far further routes be stored by
a factor of the average degree of the graph. While this is described as a two step
process, both steps would be done when the forwarding table was created. (The last
mapping could be changed without re-calculating the routes.
Given there are multiple lines to the next hop, the node needs to choose the path to the
next hop. For that it needs to know the node to point of attachment mapping of all of its
nearest neighbors. The forwarding table then maps node address to out-going point-ofattachment (interface). This does not increase nearly as fast.14
And even more importantly, there is an even more intriguing observation:
14

This solves the TCP problem. The Point of Attachment Address (if one is needed) changes but not the
Node Address. The problem isn’t that TCP is too tightly bound to IP. The problem is that IP names the
Point of Attachment, not the Node.
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The first mapping (application name to node address) and
the second mapping (node address to point-of-attachment)
are the same mapping:
They are both one hop away,
They are between nearest neighbors at that layer.
(Hinting at a repeating structure.)
These are the
same mapping.

Applicatio
n
Name
Node
Addres
s
Point of
Attachment
Address

Figure 6. Note that the first mapping (in blue at the right) and the second
mapping (in orange at the left) are the same mapping! They are both a mapping
between identifiers that are one hop away at that layer.
This is implies that the relation between node and point-of-attachment is relative. The
(N)-address names the node in the (N)-layer. The (N)-layer’s points-of-attachment are
(N-1)-addresses, which are nodes in the (N-1)-layer.
Summarizing from Shoch and Saltzer, by the late 1970s, we knew that:
Application names are location-independent. The application can move without
changing its name.
Network addresses are location-dependent, but route independent. The address
indicates where in the graph of the layer it is, but not how to get there. Given
two addresses it should be possible to tell if they are ‘near’ each other.15
Points-of-attachment are route-dependent, i.e. interfaces.
This is very close to what we see in operating systems. Points-of-attachment correspond
to the physical memory addresses, node addresses to virtual memory addresses, and
Application names correspond to . . . well, application names. ;-)
Notice that with the correct interpretation of Saltzer’s model, the multihoming problem
just works. (See the associated slides with this note.)
6. Addressing and Layers Again
15

One will hear this referred to as ‘aggregateable.’ Being aggregateable masks the necessary property.
Interface addresses can be aggregateable but they are not route-independent. Thinking that an address is
just aggregateable misses the point.
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We have already seen that layers are important to understanding addressing. Saltzer
missed an important implication of his model because he either didn’t recognize layers
existed or only saw them as modules within a system. In the early 80s, we learned three
other important properties of addresses:
Scope of an address. Addresses only have to be unambiguous within the layer they are
used. They have no meaning outside that layer. Hence, we see that addresses belong to
layers, not to protocols. The same protocol can be used in different layers of the same or
different rank with different address spaces associated with that layer. In other words, the
same bit string value can be assigned in different layers with the same protocol because
the address has no meaning outside of its layer. (Note: this implies that layering is being
done, not protocol translation. It can work with protocol translation but it is easier for it to
become problematic.)
Nota Bene: Layered vs Protocol Translation
This brings us to the other major difference between the beads-on-a-string and layered
models. The former are based use protocol translation, while the latter relay at the layer
above. The beads-on-a-string model may exhibit layers as modules, but to move between
two networks, is done by translation, as opposed to relaying at the layer above. In the
note “About Layers: More or Less” we noted this difference and how protocol translation
could be used among networks that were reasonably similar. One first saw this with the
ITU approach to interworking X.25 (through X.75) and in Frame Relay, ATM, MPLS,
and IP. (The IETF Internet model is in a traditional protocol translation model
characterized by the different MTU sizes within the layer, its approach to fragmentation,
and of course it use of Network Address Translation.16) With a larger variety of network
technologies, the layered approach was avoids the n x n problem of translating everything
to everything else. In addition, experience has show that the translations are seldom
entirely satisfactory and the “corner cases” become a nightmare of patches. With the
layered approach, the (N-1)-layer provides a given service to the (N)-layer. If the (N-1)service is does not meet the minimal requirements of the (N)-layer, the (N-1)-service can
be enhanced. This avoids the n x n problem and has other benefits, in routing, security,
congestion management, etc. deriving from the black box nature of a layer and its limited
scope.
Since scope tends to decrease with lower layers, this means that their addresses can be
shorter. The length of the address only needs to be long enough to easily accommodate
the number of entities in the layer. Consider the following:
•
•

For a point-to-point wired Media Access Layer, i.e. one operating over the
physical media, no addresses are necessary.
For a multi-access wired Media Access Layer, the layer can have multiple stations
so addresses are required but can be sized relative to the number of stations that

16

It is unclear, but in some descriptions appear to describe the mapping from IP address to Ethernet
address as a translation. The much detested ARP, in fact, performs the very necessary discovery of the
mapping of node address to point of attachment address described above.
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•

•

could occur on that segment of physical media. This implies that Ethernet MAC
addresses are 3 - 4 times longer than necessary.17
For a multi-access wireless Media Access Layer has a somewhat different
problem: The radios for different Media Access Layers can be within range of
each other on the same frequencies/channel. However, even here for something
like WiFi 16 bits are probably sufficient.
For all other layers, the size would be chosen based on the environment. Even
with increasing scope we see little need to go beyond 32 or 48 bits, unless there is
a desire to represent more hierarchy in the address (and hence a finer granularity
to indicate locality). Consequently, this implies that the length of the address has
to be relative to the number of addresses that can be within range of each other.18

It is worth noting here that strictly speaking MAC addresses are not addresses. They are
not location-dependent relative to the graph of the network. They are more like serial
numbers. They are locators as are all identifiers in computing systems. They do indicate
a nearness relation, just not relative to the graph. In the MAC address space two
addresses are near each other if they are from the same manufacturer.
Naming the Host is Irrelevant. One of the most prevalent misconceptions in
networking is that a network address or IP address names the host. This turns out to be
sloppy language. In the early 80s we found that if one carefully follows the course of a
packet through a system, there is never a need to refer to the host. One does need to refer
to the processes at each layer, which processes the packet header and passes the user-data
to the layer above, where the process is repeated until ultimately the user data is delivered
to an application. The name of the host never comes up. The host is merely the container
where this transpired.19 The host name was irrelevant for communication. There are a
lot of assumptions built into various Internet protocols that an IP address names the host.
This created considerable problems when VMs appeared and there were multiple IP
addresses on the same host. Now that said, a host name is useful for network
management. There one does need to be able interrogate what is going on in particular
system.
Ensuring Addresses are Route-Independent. In the early 80s, we learned that one
must be careful “doing the obvious.” ;-) Several network architectures, including the
early text of the OSI Reference Model, suggested creating an (N)-address by
concatenating an (N)-identifier with the (N-1)-address. But careful analysis showed this
to be a bad idea. Node addresses are supposed to be location-dependent and route
independent. This makes the address route-dependent!

17

One would be hard-pressed to get 32,000 devices on an old 10Mbps Ethernet with a maximum length of
1km! (or even want to!) Even 2048 would be pushing it.
18
One research project we are pursuing (successfully) is applying the IPC Model and RINA to unifying
WiFi and VLANs into a simpler common set of specifications.
19
The myth that the address names the host arose because many systems had a single connection to a
network and hence a single point of multiplexing, so it was easy to confuse that it was the host.
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The reader may be thinking, but we do it for filenames in operating systems. Weren’t
operating systems supposed to be our guide in all of this? Yes, but networks are more
general.
To see why networks are different lets go back to what was perhaps the earliest and quite
sophisticated hierarchical file system in Multics. Consider what Multics called a file
name: Pathname!20 It named the path through the directory. In networks, we want to use
hierarchy to relate addresses that are “near” each other for some concept of “near,” but
we don’t want them to specify a path because there can be multiple paths through the
layers to the same node.21 (N+1)-, (N)-, (N-1)- defines a path.22
The hierarchy in the assignment of addresses is used to establish locality within the layer.
The property that the hierarchy imparts is ‘nearness.’ One wants a function that can take
two addresses and indicate whether they are ‘near’ each other for some definition of
‘near.’ In this regard, even so-called application names are addresses. The difference is
that unlike network addresses where ‘near’ is relative to the graph of the layer, the
hierarchy applied to application-names indicate applications that are related in some way
that they are considered ‘near’ each other.
7. Applying What We Know
Let us now apply this to what we know about the network architectures that were
mentioned in the “About Layers: More or Less:”
It should be clear from what we have described that the three elements laid out in ISO
8648, Internal Organization of the Network Layer would be:
1) Point of attachment addresses are either Data Link Addresses when the physical
media is multi-access, such as MAC “addresses,” or the Subnetwork Access
Addresses for a traditional network of pt-to-pt links, such as ATM or IP, with a
Data Link Protocol that does not require addresses.
2) Node addresses are Subnet Independent Convergence addresses, such as CLNP,
in the overlay layer over the various networks.
3) Application names are Application Process Names.
This is the same internet model that INWG arrived at in 1975, where the point of
attachment address was the network address and the node address was the internet
address, and again, the application names were application names.
For the Internet, the list is much briefer.
1) Point of attachment addresses are IP addresses and so are MAC addresses,
2) There are no node addresses, and
3) There are no application names.
20

And the separator between directory names was not “/” but “>” and that was what it meant and how it
worked.
21
At this point, someone always says “but I don’t have to interpret as the path,” which is true. But we also
know that if someone can, they will and complain bitterly when it doesn’t work.
22
Yes, IPv6 did this. Thankfully the practice has been deprecated even if it was for the wrong reasons.
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Domain names are macros for IP-addresses. Well-known ports when combined with the
IP-address designate a path to an instance of an application. In addition, the combination
of well-known port and IP-address causes a new instance of the application to be created.
There is no provision to open a connection to a specific copy of the application. And of
course, if the application is moved, the path and its ‘name’ changes.
Another peculiarity is that the tradition of assigning addresses in order of requests was
also continued for far too long. This meant that almost every new block of addresses that
was allocated added a route to the router tables. Moore’s Law allowed the problem to be
ignored until the late 80s, early 1990s.23 bBy then, router table size was showing
unsustainable exponential growth. This problem was by far the most severe. Router table
size was pushing 200K routes in 1990. In addition, partitioning the IP address space into
categories of class A (24 bits), B (16 bits), and C (8 bits) was proving to be either too
constraining (255 addresses isn’t many) or too generous (it is a big leap from 255 to 65K)
and lots of addresses were being allocated but unused. It was easy to forecast when the
‘Net would run out of addresses.
The router table size was by far the most crucial. If the ‘Net continued to increase at that
rate. It was clear, either costs in the core would rise unbounded, or if the router table size
was limited, the Internet would fragment. The Internet Architecture Board (IAB)
convened the ROAD process to solve these problems. They made four recommendations:
1) Create Private Address space and use Network Address Translation to slow the
rate of address allocation. (Since most devices initiate connections but don’t act as
a server so don’t respond to connection requests, they don’t need a publically
visible IP address.) This would slow the demand for addresses and provide a first
line of security.
2) Discontinue the use of the Class A, B, and C categories and instead go to
Classless Inter-Domain Routing (CIDR). This would allow denser use of
addresses, and when combined with
3) Allocating large blocks of addresses to so-called Tier-1 providers and requiring
everyone else to get address blocks from their provider, would make the addresses
provider-dependent (and route dependent) but aggregateable and reduce router
table size.
4) Start development of a replacement for IPv4 and they recommended using CLNP,
or IPv7, which had a maximum 40 byte variable length address and named the
node. This latter as we saw in the slides on multihoming would have reduced
router table size by a factor 3 – 4. This would have been a huge gain.
The IAB had chosen to emphasize the issue of running out of addresses as the primary
reason for a new protocol on the belief that it would be too hard to explain the router
table size issue to the IETF at large. There were probably less than 2 dozen people in the
IETF at the time that understood the issues. All of these recommendations were adopted
except the last one. To say that the last one was rejected by the IETF would be a gross
23

Another peculiarity of the Internet is that they seem to only respond to problems when they become
untenable, rather designing to avoid them altogether. This does have the advantage that we do know more
about what can go wrong than if the right decisions had been made in the first place. It is unclear how much
of an advantage that is.
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understatement. The IETF threw a temper tantrum24 and refused to consider anything
from OSI.
Instead a new IPng process was initiated to develop a different replacement for IPv4,
which had a fixed length 128 bit address that named the interface: IPv6. But no solution
to multihoming. The rationale at the time was that not that many sites needed it (only the
important ones that everyone needed to get to) and those that didn’t need it shouldn’t
incur the additional complexity of supporting it just because of a few. Of course, this
assumed that it required more complexity and if the reader has gone through the
Multihoming slides that are a companion to this note, they know that it was less
complexity and reduced router table size by a factor of 3 - 4. This is a good indicator of
the level of understanding in the IETF then and unfortunately now, as we shall see.
This whole event from the recommendations of the ROAD process through the decision
to go with IPv6 was incredibly controversial and intense. When the IPv6 group started,
they thought the only enhancement they had to make was to increase the size of the
address. Almost immediately, they ran into problems:
•

•
•
•

If the addresses named the interface and would have to be aggregateable, then they had to
be provider-based. This meant that if a company wanted to change providers, they would
have to renumber their network. (This would not have been necessary with node
addresses).
In addition, they had decided that the transition plan would use NATs and a dual stack.
Once behind a NAT, no one needed IPv6.
That one can only route on the first 64 bits. Which probably isn’t so bad since there are
difficulties routing one IPv4 address space, let alone 232 IPv4 address spaces (~ 4.3
billion)!
The IPng process had been so concerned “to only make small incremental changes,” that
the changes were so small that adoption had no benefit for those who had to pay for it.
Yet the only field IPv6 has in common with IPv4 is the Version field. As Geoff Huston,
a strong supporter of IPv6 said in 2008, “IPv6 has all the benefit of a minor technology
change with all of the disruption of a major fork-lift upgrade.” With friends like this,
who needs enemies!

A raft of problems have continued to plague IPv6 as complications keep turning up, like
what happens if the options won’t fit in the first packet? New options can’t be created,
because there are two registries for the same field. Just this Spring there was a huge
debate over the fact that IP fragmentation doesn’t work (and never has). There was no
resolution, because it can’t be fixed.
In 2006, a major crisis arose which still hasn’t been resolved. It was discovered that
router table size was on the increase again because of multihoming. Even modest size
businesses had become so dependent on the Internet, they couldn’t afford to be off line at
all and wanted to be multihomed. Each multihomed site increased router table size,
because it requires a provider-independent address that can’t be aggregated. Moore’s
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Surely you exaggerate. A temper tantrum? The chair of the IAB was getting 70 nasty emails an hour for
days, if not weeks.
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Law was not going to fix it this time. Costs in the core would be unbounded or the Net
would begin to fragment. [Fuller, 2006]
After some discussion, a new set of protocols25 based on the idea that the semantics of IP
address was “overloaded” as both a locator and an identifier, so the two needed separate
identifiers, the so-called loc/id split. (Remember back in Section 3, we learned that
resolving a name required locating an object? In other words, one can’t locate an object
without identifying it and can’t identify it without locating it. This was a false
distinction.) It didn’t take long for problems to arise. By 2008, it had been discovered (to
no surprise) that the Loc/Id Split Protocol (LISP) didn’t scale. Why not?
Loc/id split was the brain-child of Noel Chiappa described in an Internet draft [1999].26
By end of the century, it was becoming clear that the multihoming problem would have
to be dealt with. But after the trauma of IPng, suggesting that they had made a mistake
and the IP address should name the node was . Admitting that they had thrown the baby
out with the bath was not acceptable. There had to be a work-around, after all it is
software, there is always a klduge. (Not giving anything away: there isn’t one.) Noel
reasoned that the IP address was being used as both a routing locator and to identify an
“endpoint.” The IP address needed to be partitioned into an aggregateable locator that
was used for routing to the interface or point of attachment address and a flat identifier of
the endpoint.
What endpoint was this? Good question. There has never been a clear definition of what
an endpoint names. Even during the IRTF’s Name Space Research Group discussions
around 2000 there was no clear definition and no interest in developing a model that
would clarify what it was. It was clear that it wasn’t the node address. My conclusion
from most of the descriptions I have read is that the endpoint named the end of a
connection to an application, the analog of naming the wire to the telephone or from an
IMP port to a host. It is clear that Noel is working with a data comm model, rather than
the layered model.
In his essay, Noel tries to argue logically what the endpoint has to be without being the
node address. But the inherent contradiction of IP naming the interface and that it is
called “Internet Protocol” and that there is no node address hangs him up. Noel finds
himself in an infinite regress and declares “fate-sharing” to get out of it. Making yet
another conceptual error that routing was between devices that, the box was the end of
the path. But as we saw above, it isn’t, the point where traffic is multiplexed onto points
of attachment is the end of the path.27 (Figure 6)

25

Notice they were making major patches to IPv6 and it wasn’t even deployed yet.
For a more thorough analysis of Chiappa’s original paper, see “Why Loc/Id Split Isn’t the Answer” at
www.pouzinsociety.org.
27
There was an even more telling example of this when in an email discussion on the RRG list, Toni Stoev
remarking on RINA said, “Why in a network of devices would you route between processes?” Of course,
routing is only between processes. This ranks with the famous “If the virtual terminal is in the Presentation
Layer, where is the power supply?”
26
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When the crisis arose in 2006, the IRTF formed the Routing Research Group to study
loc/id split. When it was discovered that LISP didn’t scale, the process was severely
shaken, and upon further reflection it was suggested that perhaps they needed to make the
flat identifier aggregateable . . . like a locator? There has been a mini-industry in the
IETF based on variations on the loc/id split. A recent PhD thesis in the RINA project
surveyed 15 different loc/id split proposals and indicated there were at least 5 or 6 others
that had not been covered. All of them have flaws, all of them are more much more
complex, than just simply naming the node.
As we saw earlier in this note, the fundamental problem is that the interface is not the end
of the path, the node is the end of the routing path. As long as the packet is not routed to
the end of the path, none of these techniques will work. There is no workaround. IP
(regardless of version) is fundamentally flawed. However, the IETF remains convinced
they made the right decision. The chances of fixing it are as close to zero as one can get.
It is truly amazing that no one has seen through the fundamental flaw in loc/id split. The
solution to the multihoming problem has been known and used for 40 years! But that
isn’t the worst of it: Back in 1992, when the proposal was made by the IAB to adopt
CLNP as IPv7. It wasn’t just a proposal. CLNP was already implemented, deployed and
operational in the routers in large networks. The transition was already underway.
Consider how much time and money have been wasted over the last 20 years to transition
to a protocol that is fundamentally flawed.
Why does the Internet still name the interface when everyone else named the node? The
easiest answer is that the tradition of the ARPANET was simply continued until everyone
thought it was the norm, and a strong attitude to not do anything OSI had done, even if it
meant cutting of their nose to spite their face, more a sociological phenomena than
technical reasons.
8. Conclusions
In this note we have tried to briefly explain the fundamentals of addressing in computer
networks. A lot of this will be new to many readers and will require some hard thinking.
We have seen how simple addressing and routing can be when the architecture has the
full complement of names. In particular, we saw both here (and in the accompanying
slides) that with a complete addressing architecture, multihoming is inherent. No
additional mechanisms are required.
There are some additional aspects that have not been covered here, but may be in future
notes. In particular, the nature of application naming is not just naming an application.
There are some subtleties that are also quite powerful in creating a whole new realm of
distributed applications.
We started this to provide the background for explaining how mobility should work. We
now have everything we need. In fact, mobility too is quite simple. Without giving too
much away, it is simply multihoming where the points of attachment change more
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frequently. There is no need for home routers, foreign routers, tunnels, or any new
protocols, and it scales.
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